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AHOTANIA

L{st poboTa mpucBsiueHa BUBYEHHIO Ta 1HTerparlii iHpopmarriiino-nomrykoBux (IR) i
BeJIMKUX MOBHUX Mozeneit (LLM) nis epekTuBHOTO aHalli3y Ta pO3yMiHHS
BEJIMKOMACIITAOHMX KOJIEKIIIM TEKCTOBUX JTOKYMEHTIB. Y MPOEKTI peaii3oBaHO
IHHOBAIIHHUN METO/I, IKUH TOETHYE MOTYXKH1 MOXKIUBOCTI LLM 3 00po0KH TeKCTy
Ta TouHicTh IR 1715 migButeHHs edekTUBHOCTI TeHepartii Biamosigeid LLM Ta
TOYHOCTI aHaJII3y TEKCTOBUX JIAHUX 32 PaXYHOK CTBOPEHHS KOHTEKCTY JJII MOBHOI
MoJIei.

HaykoBa po0oTa npeacrasisie HOBUI MeTo 1 Jutst 3MinTyBaHHS MeTomiB IR 3 LLM nms
reHeparii Ta KOHTeKCTyani3allii iHpopMarlii 3 BeIUKUX TEKCTOBUX KopmyciB. Jlis
pPO3pOOKU cUCTEMHU BUKOPHCTOBYBaBcs Python 1 komOiHalist 6106110TeK, TaKUX K
PyTorch nnst LLM 1 NLTK st IR. Cuctemy Oymo nepeBipeHo Ha pi3HUX Habopax
nanux, y Tomy yrciai Anaconda Community Ta Documentation Dataset 1 nanux
Twitter Bin Cryptocurrency Influencers.

OcCHOBHI PO3/UJIK POOOTH OMKUCYIOTh TEOPETUYHI Ta PAKTUYHI acniekTu ik LLM, Tak
1 IR, mosicHIOIOUHM iXH1 IepeBaru, NpoOJIeMu Ta aKTyaIbHICTh Y Tally31 HAyKH MPO
naui. [IponnonoBanuii riopuaauii meton LLM Ta IR BukiiageHo Ta qeTanbHO
MOSICHEHO Pa30oM 13 MOro peanizaui€ro.

3aBepiaibHa YaCTHHA JIOCIIIKEHHS 30Cepe/KeHa Ha BAKOPUCTAHHI po3p00JIeHO1
riopuanoi cucremu IR Ta LLM s anamizy iHpopmauniiiHux tpeuaiB y Twitter Biz
Cryptocurrency Influencers. Bin 3a0e3neuye mupoke 00roBopeHHSs 300py, 00pOOKH
Ta aHaTI3y JaHHUX 3a JIOTIOMOTOI0 peali3oBaHoi CTPYKTypu. PoboTa 3aBepiryeThest
JIOPOKHBOIO KapTOIO MOJIAJIBIION0 PO3BUTKY Ta 3aCTOCYBAaHHS PO3pPOOJICHOIO METOY.

[TrcbMoOBa yacTUHA AUIIOMHOT pOOOTH MICTUTD OTJIS]T MOKJIUBOCTEN 1 0OMEKEHD
icHytouux iHcTpyMeHTiB HJIII miist pi3HuX 3aBaaHb aHalli3y TEKCTY, a OTIM
3arJauoIII0ETHCS B CYTh 3alPOMOHOBAHOTO METOTy. BiH Takox nae ormsi peamizaiii
ribpuanoi ctpykrypu IR Ta LLM 3a nonmomororo Habopy JaHUX CHUIBHOTH Ta
nokyMeHTarllii Anaconda. IluceMoBa yacTuHa gucepTallii 1eTaJbHO aHaJI3y€e
iH(popmarriiini Tperau B Twitter Big Cryptocurrency Influencers 3 BukopuctanHsam
pospobiieroro dpeiimBopky IR Ta LLM.

KittouoBi cnoBa: BeIMKiI MOBHI MOJIEN1, IHPOPMaLIHUM MOITYK, aHAJI13 TEKCTOBUX
JIOKYMEHTIB, aHaJli3 faHuX y Twitter, Cy0’€KTH BILIUBY Ha KPUMNTOBAIIOTY, 00poOKa
IPUPOIHOI MOBH, HayKa mpo aaHi, Python.



Anotation

This work is dedicated to the exploration and integration of Information Retrieval
(IR) and Large Language Models (LLMs) for effective analysis and understanding of
large-scale text document collections. The project implements an innovative method
that unites the powerful text processing capabilities of LLMs and the precision of IR
to improve the efficiency and accuracy of text data analysis tasks.

The thesis introduces a novel framework for blending IR techniques with LLMs to
generate and contextualize information from large text corpora. Python was used for
the development of the system and a combination of libraries such as PyTorch for
LLMs and NLTK for IR. The system has been tested on various datasets, including
Anaconda Community and Documentation Dataset and Twitter data from
Cryptocurrency Influencers.

The main sections of the work describe the theoretical and practical aspects of both
LLMs and IR, explaining their advantages, challenges, and relevance in the data
science field. The proposed hybrid method of LLM and IR is outlined and explained
in detail, along with its implementation.

The final part of the research focuses on the use of the developed hybrid IR and LLM
framework for the analysis of information trends in Twitter from Cryptocurrency
Influencers. It provides an extensive discussion on data collection, processing, and
analysis using the implemented framework. The work concludes with a roadmap for
further development and application of the developed method.

The written part of the thesis provides an overview of the capabilities and limitations
of existing NLP tools for various text analysis tasks and then delves into the essence
of the proposed method. It also gives an overview of the implementation of the
hybrid IR and LLM framework using the Anaconda Community and Documentation
Dataset. The written part of the thesis further details the analysis of informational
trends in Twitter from Cryptocurrency Influencers using the developed IR and LLM
framework.

Keywords: Large Language Models, Information Retrieval, Text Document Analysis,
Twitter Data Analysis, Cryptocurrency Influencers, Natural Language Processing,
Data Science, Python.



BCTYII

[IBuKHiA PO3BUTOK U(POBUX TEXHOJIOTIH IMEPETBOPUB aHAJII3 COIIaIbHUX Ta
eKOHOMIYHUX TEH/ICHIIIN y BCE CKJIAHIIIE 3aBIaHHs. 3'IBJICHHS IPOPUBIB Y
npupoiHiit 00po611i MmoBu (Natural Language Processing, NLP), Takux sk Mmojei
GPT Ta i mogeni LLM, 3Ha4uHo cipoctusio po3poOky pitenb NLP nmst ananizy

TEHIICHII .

[Tpote moneni GPT Takoxx mpuHECTH HOBY MpOOIeMy: HEMOXKINBICTh 00pOOKH
BEJIMKHMX TEKCTIB Y OJJHOMY 3aIlUTI Yyepe3 oOMEeKeHHs Ha po3Mip BBoAy. L1006
BUPIIIUTH 1110 TTpo0IemMy, 0ysi0 po3po0sieH0 HOBHUM MiAX1J, SIKWM MOEAHY€E KIIACHYH1
Meroau 1HpopManiitHoro nomyky (Information Retrieval, IR) 3 ocranniMu
moxensamu GPT. lllnsxom Bu3HaUYeHHS] HAMOUTBI BIMOBITHUX (parMeHTIB
TEKCTOBUX JAaHUX 3 KOJEKI1i JOKYMEHTIB, 1110 CTOCYIOThCSI IEBHOT'O 3aIllUTY, CUCTEMA
MO>K€ CTBOPUTH HaBYAJIbHY BHOIPKY MOTPIOHOTO PO3MIPY Ta MEPEAATH ii MOJEISIM

GPT pig BukonaHHs 3aBaaHb NLP.

[{s quniomHa poOOTa MPE3EHTYE CUCTEMY, sIKa €(DEKTUBHO BUSBIISIE T aHATIZYE

TEHJICHII y TeKCTOBUX JIaHUX 3 PI3HUX JHKEPET BIAKPUTUX JIAHUX.

AKTyanbHicTh Temu: HaransHa notpeba y nmoeiHaHH1 KJIACUYHUX METOJIIB
1H(pOopMaIITHOTO NOIIYKY Ta HalHOBIKX Mojenield NLP mae nmoTeniian

PEBOJIIOLIOHI3YBATH Tally3b, IO POOUTH L0 AUILIOMHY POOOTY BUCOKOAKTYaIbHOIO.
Merta nocaimkennsi: Po3pobuTu Ta peanizyBaTé XMapHy CUCTEMY MOLIYKY Ta
aHATITHKH, KA BUKOPUCTOBYE METOIM 1H(HOPMAIIIHHOTO TIOIIYKY JJIs TOKPAICHHS

MPOYKTUBHOCTI Ta SIKOCTI PE3yJIbTaTiB TeHepallii Biamnosinei moaeneit LLM.

Jlnis nocsrHeHHs 1i€i MeTu 0y/J1M BU3HAYEHi HACTYIHI HAYKOBi 3a1a4i:



1. Jocmiautu ooMexxeHHs motouHux mozenet NLP, takux sik poauna GPT ta
i mozeni LLM, y 06po0uii Benukux TekctiB. [IpoananizyBaTu icHy0U1
METOJIY Ta MIAX0AH 1HGOPMAIIMHOTO MOIIYKY JIJIs TIOIITYKY, BUTATYBaHHS,
00poOKM Ta aHaJI3y TEKCTOBHUX JAHUX y BEIHMKINA KOJEKII1 JOKYMEHTIB, IO
CTOCYIOThCS 3aIUTYy.

2. CTBOpUTH XMapHY CUCTEMY MONIYKY Ta aHATITUKH, siKa MOEHY€E KIACHYHI
MeTOo U 1H(POPMAIIHHOTO MOIIYKY 3 CydyacHUMH MozaensmMu NLP nms
e(hEeKTUBHOTO aHaJI3y BEJIMKUX KOPIYCiB TEKCTY Ta HaJaHHS BIAMOBIIEH y
IPUPOAHIN MOBI.

3. PeamizyBatu Ta mpoTECTyBaTH PO3POOIICHY CUCTEMY, OIIHIOIOYH il
MPOYKTUBHICTh Ta TOYHICTh Y BUSIBJICHHI TCH/ICHIIIH 1 3aKOHOMIPHOCTEH, a
TaKOX 320€3MeUyI0ur MOKIIMBOCTI 1H()OPMAIIHHOTO MOIIYKY.

4. TlopiBHATH MIPOIYKTUBHICTH CUCTEMH 3 ICHYIOUMMHU MiAX0AaMH Ta 3pOOUTH

BHUCHOBKH TIPO 1i 3aCTOCOBHICTb Ta €(h)eKTUBHICTb.

O0'exT JocaimKeHHs : 3HAWTH CIIOCIO MOKPAIIUTH Pe3yJIbTaTH FeHeparlii Mmoaenein
LLM ns1s1 KOHKPETHUX TEM IIUIIXOM CTBOPEHHSI KOHTEKCTY Ha OCHOBI 1H(popMallii Ta
3aMMTIB, HATAHUX KOPUCTYBauYaMHM, 3 METOIO €()EKTUBHOTO BUSIBJICHHS Ta aHANI3y

COIIIAJIbHUX Ta €KOHOMIYHHMX TEHJCHIIN y KOPITycaX TEKCTOBOTO KOHTEHTY.

Metoau nociigzkenns: /{15 1ocarHeHHs MOCTaBICHUX HAyKOBUX 3aj1a4 Oyiu
BUKOPHUCTaH1 HACTYIHI METOJIU: OTJISA] JTITepaTypH, po3po0Ka airOPUTMIB, peai3ailis
MPOTPaMHOI0 3a0e3MeUeHHs, aHalli3 TaHUX, MOPIBHUILHUN aHai3,
eKCIIepUMEHTaJIbHA TIEPEeBipKa Ta KOHCYJIbTaIIi 3 TpohecopoM 13 KOMIT'FOTEPHUX

HayK YHiBepcutery BikTopii.

HaykoBa HOBH3HA OTPMMAaHUX pPe3yJbTATIB: Y JUIUIOMHIN poOOTI IPE3EHTOBAHO
HOBUM MiAX1]I, AKUW TMTOEAHYE KIACUYHI METOIU 1HPOPMAIIHHOTO MOITYKY 3
nepenoBumu MojiensiMu NLP, edexkTruBHO Bupinrytoun 0OMEKEHHS Ha po3Mip BBOY 1

JTO3BOJISIIOYM BUSBIISITH Ta aHAJI3yBaTH TEHEHIIT Y BEIUKUX KOPITYyCax TEKCTY.
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INTRODUCTION

The rapid advancement of digital technology has transformed the analysis of social
and economic trends into an increasingly intricate task. The advent of breakthroughs
in natural language processing (NLP), such as GPT and other LLM models, has

significantly simplified the development of NLP solutions for trend analysis.

However, the GPT models have also introduced a new problem: the inability to
process large texts in a single query due to input size restrictions. To address this
issue, a novel approach has been developed that combines classic information
retrieval (IR) techniques with the latest GPT models. By identifying the most relevant
text data pieces from a document collection related to a specific query, the system can
create a training data frame of the appropriate size and pass it to the GPT models to
execute the NLP tasks.

This diploma demonstrates a system that effectively identifies and analyzes trends in

text data from diverse open data sources.

Relevance of the topic: The urgent need for the fusion of classic IR techniques and
the most recent NLP models has the potential to revolutionize the field, making this

diploma work highly relevant.

The purpose of the research: To develop and implement a cloud-based searching
and analytics system that utilizes information retrieval techniques to improve the

performance and quality of answer generation results from LLM models.

To achieve this goal, the following scientific tasks have been determined:
1. Investigate the limitations of current NLP models, such as the GPT family

and other LLMs, in processing large texts. Analyze existing IR methods and
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approaches to search, extract, process, and analyze text data in large
collections of documents relevant to the query.

2. Create a cloud-based searching and analytics system that combines classic
IR techniques with modern NLP models to effectively analyze large text
corpora and provide answers in natural language.

3. Implement and test the developed system, assessing its performance and
accuracy in identifying trends and patterns, as well as providing IR search
capabilities.

4. Compare the performance of the system with existing approaches and draw

conclusions about its applicability and effectiveness.

The object of study: To find a way to improve the generation results of LLMs for
specific topics by creating context based on information and queries provided by
humans, in order to efficiently identify and analyze social and economic trends in

large text content datasets.

Research methods: To achieve the research tasks, the following methods were used:
literature review, algorithm development, software implementation, data analysis,
comparative analysis, experimental validation, and consultations with a CS Professor

from the University of Victoria.

The scientific novelty of the obtained results: The diploma work presents a novel
approach that merges classic IR techniques with cutting-edge NLP models,
effectively addressing the input size limitations and enabling the identification and

analysis of trends in large text corpora.

Approbation of the results: The scientific work was highly appreciated by the
scientific supervisor, and also received favorable feedback from Adjunct
ProfessorAdjunct Professor University of Victoria, University of California, Berkeley
PhD, Electrical Engineering and Computer Science, DARPA Veteran.



Practical significance of the obtained results: Some products will be developed
based on the scientific findings of this work in collaboration with Galyleo
(engageL.ivley), a C-Corp Delaware company with representatives in the San
Francisco Bay Area, California, USA. The actual product releases are covered by a
non-disclosure agreement (NDA). Currently, Galyleo hosts and manages the actual

products as well as the testing environment for the diploma.
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LIST OF ACCEPTED ABBREVIATIONS

DL - Deep Learning;

NLP - Natural Language Processing;

GPT - Generative Pre-trained Transformer:

LLM - Large Language Model;

IR - Information Retrieval;

R&D - Research and Development;

CS - Cosin Similarity;

Da Vinci — LLM created by OpenAl;

ADA - Autoregressive Distribution Alignment;

TF-IDF - Term Frequency-Inverse Document Frequency.
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CHAPTER 1: NLP models and IR methods for analysis of large text document

collection

1.1 The relevance of analyzing large text corpora in data science tasks

In the modern IT world, information permeates every aspect of our lives, spanning
thousands of petabytes and reaching billions of individuals worldwide at an
astonishing speed. With such an abundance of data, the proper extraction, processing,
and analysis of information have become fundamental in building mathematical
models with the highest accuracy for predictions. It is in this context that data
scientists emerge as the oracles of our time, leveraging their expertise to navigate the

vast sea of data and derive valuable insights.

So the main scientific aim of this work is to define the best way to data trends

analysis in the massive volume of text data.

Project Cassandra [1] stands as a compelling example supporting this notion. By
implementing advanced information extraction, processing, and analysis techniques,
the project succeeds in predicting potential conflicts and societal unrest by examining
literature texts. Through the careful scoring of books and assessment of various
indicators, Project Cassandra sought to uncover patterns and insights that could shed
light on future geopolitical developments. This endeavor showcases the pivotal role
of data scientists in harnessing the power of information to make informed

predictions and decisions.

The partial success of the project demonstrates that in the era of information
overload, effective information extraction, processing, and analysis are paramount.
Data scientists possess the necessary skills to transform this wealth of data into

meaningful and actionable insights.
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However, as is often the case in significant data science tasks, a major challenge
arises when it comes to translating textual data into a format that is suitable for
computer processing. This step is crucial to leverage the full potential of
computational algorithms and techniques in analyzing and extracting insights from
large text collections. In this task, the integration of Natural Language Processing
(NLP) and Information Retrieval (IR) techniques plays a vital role in effectively

transforming and analyzing text data for data science purposes.

1.2 Analysis the possibilities and limitations of existing NLP tools for various

text analysis.

Text normalization is an essential and integral part of Natural Language Processing
(NLP) that plays a crucial role in converting text into a format that machines can
readily understand and process. It is a fundamental step in NLP pipelines, enabling
effective comprehension and analysis of text by computational algorithms. By
normalizing text, removing inconsistencies, and representing it in a standardized
manner, machines can efficiently handle and interpret the information contained

within the text.

Text normalization, a fundamental task in Natural Language Processing (NLP),
encompasses a variety of established techniques like stemming, lemmatization, TF-
IDF (Term Frequency-Inverse Document Frequency), and more. These methods are
employed to convert raw textual data into a format that can be effectively

comprehended and analyzed by computer algorithms.

Stemming reduces words to their root form, disregarding grammatical variations.
Lemmatization, on the other hand, aims to derive the base or dictionary form of a
word, considering its part of speech. TF-IDF is a statistical measure used to evaluate
the importance of a term within a document or a corpus by considering its frequency

and inverse document frequency.
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Table 1. Summary of NLP Techniques

Method Brief Description
Reduces words to their
root form, ignoring
grammatical
Stemming variations.

Derives the base or
dictionary form of a
word, considering its

Lemmatization part of speech.

Measures the
importance of a term
in a document or
corpus based on
inversed term

TF-IDF frequency

Pros Con
- Simplicity and
speed of - Loss of precision due to

implementation. overgeneralization.

- Produces - More computationally

linguistically valid  intensive compared to

word forms. stemming.
- Limited to term
- Provides a frequency, may not

statistical measure capture semantic

of term relevance. relationships.




18

Despite the benefits of these techniques, their implementation can be time-
consuming, leading to a significant expenditure of developer resources. Developers
worldwide spend countless hours each day on this task alone, emphasizing the need

for more efficient solutions.

The introduction of large language models (LLMSs) like the Generative Pretrained
Transformer (GPT) series by OpenAl has revolutionized the NLP landscape. These
models are trained on vast corpora of text data, incorporating expansive and diverse
lexical knowledge from various domains and industries. As a result, they come with
precompiled thesauruses, eliminating the need for developers to manually compile
this information. Additionally, these models offer the advantage of accessibility
through APIs, which means developers do not need to deploy their own language
models. Instead, they can leverage the pre-trained models via API calls, thereby

simplifying the process and saving significant time and resources.

However, despite the remarkable capabilities of these LLMs, they come with their set
of constraints. One significant limitation is the restriction on the maximum number of
tokens that can be processed in each API request. This constraint is a byproduct of
the need to manage high computational costs and to serve a large user infrastructure
efficiently. As a result, processing large volumes of text for analysis using only GPT

models is not feasible.
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Table 2. Various GPT models restrictions

Model Maximum Token Limit
GPT-2 (345M parameters) 1,536
GPT-3 (175B parameters) 3,072
GPT-3.5 (175B parameters) 4,096
GPT-4 (??B parameters) 8,192
Other LLMs (various parameters) Varies

These token limits represent the maximum number of tokens that can be processed in
a single API call. If the input text exceeds the token limit, it needs to be divided into
smaller segments and processed separately. Consequently, handling long contexts or

documents with LLMs becomes a more complex task.

To overcome these limitations, one approach is to employ Information Retrieval (IR)
techniques. IR methods involve performing an initial search based on the user's query

to identify relevant portions of text from a larger document collection. By extracting
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and focusing on the most important segments, the context can be narrowed down to
fit within the LLM's token limit.

Once the context has been extracted, it can be processed by the LLM to provide
accurate and comprehensive analysis. This combination of IR and LLM techniques

enables efficient and effective text analysis, even for large-scale tasks.

It is worth noting that the token limits mentioned in the table may change as newer
iterations of LLMs are developed. Each new version may introduce higher token
limits, allowing for the processing of longer contexts. Therefore, it is essential to
refer to the documentation or official resources of the specific LLM being used to

obtain the most up-to-date information on token limits and any associated guidelines.

In response to this challenge, Information Retrieval (IR) methods present a viable
solution. By using IR techniques, we can execute a preliminary search based on the
user's query to identify and extract the most relevant chunks of text from a large
document collection. This narrowed down context can then be processed by the
LLM, ensuring that the input remains within the model's token limit while still
providing accurate and comprehensive analysis. This approach combines the
efficiency of IR methods with the linguistic prowess of LLMs, promising a powerful

solution for large-scale text analysis tasks.

Chapter 1.

Chapter 1 introduces the relevance of analyzing large text corpora in data science
tasks and highlights the importance of effective information extraction, processing,
and analysis. It discusses the challenges of translating textual data into a format
suitable for computer processing, emphasizing the integration of Natural Language
Processing (NLP) and Information Retrieval (IR) techniques as vital for transforming

and analyzing text data.
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The chapter explores various text normalization techniques used in NLP, such as
stemming, lemmatization, and TF-IDF, which convert raw textual data into a
standardized format. While these techniques offer benefits, their implementation can
be time-consuming and resource-intensive, creating a need for more efficient

solutions.

The introduction of large language models (LLMs) like the GPT series by OpenAl
revolutionized NLP by offering pre-trained models with extensive lexical knowledge.
These models eliminate the manual compilation of thesauruses and provide
accessibility through APIs, simplifying the development process and saving time and

resources.

However, LLMs have constraints, notably the restriction on the maximum number of
tokens that can be processed in each API request. To address this limitation, the
chapter proposes the use of IR techniques, which involve performing an initial search
to identify relevant portions of text and extract them for processing within the LLM's
token limit. This combination of IR and LLM techniques enables efficient and

effective text analysis, even for large-scale tasks.

The chapter concludes by highlighting the importance of referring to the specific
LLM's documentation or official resources for the most up-to-date information on

token limits and guidelines.

With the understanding of text normalization and the constraints of LLMs established
in Chapter 1, the subsequent chapter will delve into a solution chapter that addresses

these limitations and presents efficient approaches to extend mentioned limitations.
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CHAPTER 2: The essence of the proposed method to improve LLMs analysis
results using IR contextualization.

2.1 Introduction

In the realm of computational linguistics and data science, the quest for more
effective methods of text analysis is an ongoing endeavor. This pursuit has led to the
development and refinement of various scientific approaches and methodologies,
each with its unique strengths and limitations. Central to the discourse of this diploma
thesis is the exploration and integration of two such powerful methodologies: Large

Language Models (LLMs) and Information Retrieval (IR) techniques.

Large Language Models, particularly those based on the transformer architecture like
the GPT series developed by OpenAl, have displayed remarkable capabilities in
understanding and generating human-like text. When juxtaposed with traditional IR
techniques such as Vector Space Models (VSMs), these LLMs can be deployed in

unigue and innovative ways to improve the efficiency and accuracy of text analysis.

This chapter will elucidate the theoretical underpinnings of these methodologies and
provide an in-depth exploration of their integration in the proposed method. The
ensuing sections will also illustrate how this integrated approach can be used to
enhance the performance of LLMs by providing more contextually relevant

information, leading to improved text analysis results.
2.2 Large Language Models: An In-Depth Overview

2.2.1 Evolution of Large Language Models

The inception of Large Language Models (LLMs) dates back to the early 2000s when
machine learning began being applied to Natural Language Processing (NLP). The
field started with relatively simple models such as Naive Bayes and Support Vector

Machines for text classification tasks. However, with the advent of more advanced
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machine learning techniques, including deep learning, the complexity and
effectiveness of language models have significantly improved [2].

The milestone moment for LLMs was arguably the development of the transformer
architecture, which powered models such as GPT-3 and GPT-4. Transformers
replaced the sequential processing inherent in previous architectures, such as
Recurrent Neural Networks (RNNs) and Long Short-Term Memory (LSTM)
networks, with a parallelized, attention-based approach. The transformative effect of
this architecture led to the development of increasingly large and powerful models,

marking a new era in the field of NLP [3].

2.2.2 Understanding the Transformer Architecture

The transformer architecture is a novel approach in the realm of deep learning,
replacing sequential processing with a parallelized, attention-based model. This
architecture is fundamentally built around the concept of 'self-attention’, or the ability
of the model to weigh the importance of different words in a sequence when
generating a response. This means the transformer doesn't just consider the current
word or a fixed window around it, but can refer back to any part of the input when

generating its output[4].

This innovation solves two significant challenges with prior architectures. First, it
resolves the problem of 'long-term dependencies', where the context of words early in
a sequence can be lost by the time the model processes the end of the sequence.
Second, it enables much faster and more efficient processing of text data due to the

parallel nature of the attention mechanism[5].

2.2.3 The Power of Large Language Models

What truly sets LLMs like GPT-3 and GPT-4 apart is not just their innovative
architecture, but their size and the extensive training data used to fine-tune them.
These models consist of billions, or even trillions, of parameters that are learned from

vast amounts of text data sourced from the internet. This wealth of training data
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enables the models to learn and mimic complex language patterns, effectively
capturing the nuances of human language[6].

The extensive training process allows these models to generate coherent and
contextually appropriate responses. This is a significant leap from previous models,
which often struggled with maintaining context over longer text sequences.
Moreover, their unparalleled size and complexity enable them to perform a range of
NLP tasks without needing task-specific training data. Instead, they can generalize
from the patterns they learned during training, making them capable of ‘few-shot' or

even ‘zero-shot' learning[7].

2.2.4 The Impact on Natural Language Processing

The introduction of LLMs has had a profound impact on the field of NLP. With their
unprecedented capabilities, they have been used for various tasks, including machine
translation, text summarization, sentiment analysis, and more. Moreover, their ability
to understand and generate text that closely resembles human language has opened up
new avenues for applications such as chatbots, personal assistants, and content
generation.

Furthermore, their potential extends beyond typical NLP tasks. Given their ability to
generalize from learned patterns, these models have also been used for tasks like code
generation or solving simple math problems, pushing the boundaries of what we
typically consider NLP[8].

However, it's crucial to note that while LLMs represent a significant step forward in
NLP, they are not without their limitations. These models can sometimes generate
text that is plausible-sounding but factually incorrect, and they can inadvertently
reflect biases present in their training data. Therefore, understanding and addressing

these limitations remains an active area of research[9].

In summary, the advent of Large Language Models has dramatically transformed the
landscape of natural language processing. As our understanding of these models and
their potential applications continue to grow, they are poised to play an increasingly

important role in many aspects of our digital lives.
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2.3 Information Retrieval Techniques: A Deep Dive

2.3.1 The Birth of Information Retrieval

Information Retrieval (IR) is an interdisciplinary field with roots in computer science,
information science, and cognitive psychology. The primary focus of IR is to retrieve
relevant and useful information from a vast dataset or corpus. The advent of the
digital age and the explosion of online data have transformed the field, necessitating
increasingly sophisticated methods for retrieving, organizing, and delivering

information [10].

Historically, IR began with relatively simple techniques like boolean search and term
frequency measures. The rise of the internet, however, saw a rapid evolution of IR,
with the need for better techniques to navigate the enormous volume of data available
online. This led to the development of more advanced techniques, including ranking

algorithms, clustering, indexing, and the Vector Space Model (VSM) [11].

2.3.2 The Vector Space Model: A Pillar of IR

The Vector Space Model is a pivotal concept in modern IR systems. In this model,
each document within a corpus is represented as a vector in a multidimensional
space, with each unique term in the corpus forming a dimension. The position of a
document in this space is determined by the frequency or importance of each term
within the document. Essentially, each document has its own unique ‘fingerprint’

within the vector space, determined by its content [12].

The VSM not only represents the content of documents quantitatively but also allows
for effective document comparison. The semantic distance between vectors
represents the relative similarity or dissimilarity of the documents they represent.
This facilitates the process of identifying and retrieving documents that are

contextually relevant to a given query [13].
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2.3.3 Cosine Similarity: A Measure of Relevance

To measure the degree of similarity between a query and a document (both
represented as vectors in the VSM), IR systems often use a metric known as cosine
similarity. Cosine similarity essentially measures the cosine of the angle between two
vectors. If the vectors are identical, their cosine similarity is 1 (cosine of O degrees),
and if they are completely dissimilar, their cosine similarity is 0 (cosine of 90
degrees) [14].

In an IR context, this metric is used to determine how 'similar’ two documents are in
terms of their content or how relevant a particular document is to a user's query. By
comparing the query vector with the document vectors in the corpus, the system can
effectively rank documents based on their relevance, thereby enhancing the efficiency

and accuracy of the retrieval process [15].

2.3.4 Advanced Techniques and Modern IR

While VSM and cosine similarity are fundamental to IR, the field has evolved to
incorporate more complex techniques. Ranking algorithms, such as Google's
PageRank, use link analysis to determine the importance of different web pages,
improving search results for users. Similarly, techniques like latent semantic indexing
(LSI) use singular value decomposition to uncover underlying semantic relationships
between words, enhancing the ability of IR systems to understand context and

improve the relevance of search results [16].

Moreover, with the advancement in machine learning and NLP, IR systems have
begun to incorporate these technologies to further improve their performance.
Techniques like word embeddings (e.g., Word2Vec, GloVe) and LLMs are being
used to better understand the semantic context of words and documents, significantly

enhancing the capability of modern IR systems [17].
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As we move forward in the digital age, the importance of effective IR systems will
continue to grow. Whether it's finding relevant academic papers, locating a helpful

blog post, or retrieving a specific email, IR is a critical component of our digital lives.

2.4 Integrating LLMs and IR: The Proposed Method

2.4.1 The Vision: LLMs and IR Unite

The method proposed in this study envisages a profound integration of Large
Language Models (LLMs) and Information Retrieval (IR) techniques to amplify the
precision and efficiency of text analysis systems. This innovative approach
essentially combines the semantic understanding capabilities of LLMs with the

adeptness of IR in retrieving relevant information from a large dataset [18].

2.4.2 Initial Stage: Information Retrieval

The first phase of the proposed methodology involves deploying an IR system to
curate relevant documents from a more extensive corpus. This phase banks on the
Vector Space Model (VSM) to represent the entire corpus and the cosine similarity
metric to single out documents that exhibit the highest similarity to the user's query.
In the VSM, every unique term and document correspond to a dimension and vector
respectively. When a user's query is represented as a vector, the cosine similarity
between the query vector and document vectors can be calculated, signifying the

relevance of the documents to the query [19].

2.4.3 Transition: Feeding LLMs with Retrieved Information

The ensuing stage incorporates Large Language Models into the process. The
documents or chunks of text retrieved by the IR system are fed into the LLM as

inputs. Given the contextual understanding capabilities of LLMs, they can process the
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inputs to generate text that aligns closely with the content and context of the input
text [20].

2.4.4 Advantages of the Proposed Method

The amalgamation of LLMSs and IR techniques in the proposed methodology offers
several potential benefits. Firstly, it allows for more effective management of token
constraints inherent to LLMs. As LLMs can handle only a limited number of tokens
at once, focusing on the most relevant parts of the corpus can enhance their efficacy

and efficiency [21].

Secondly, this approach can potentially augment the precision and relevance of the
responses generated by the LLM. By providing the model with a more focused subset
of the corpus that aligns closely with the user's query, the generated responses are

likely to be more contextually appropriate and accurate [22].

Thirdly, the proposed system is inherently adaptable. It can adjust to different
domains as the corpus can be easily replaced or augmented with new data. This
flexibility makes the proposed methodology broadly applicable, making it a

promising direction for future text analysis systems [23].

2.4.5 Looking Forward: The Potential of Integrated LLMs and IR Systems

As we move into an era of increasing digitalization, where the volume of text data is
growing exponentially, the integration of LLMs and IR could prove to be a
significant breakthrough. By combining the power of LLMs in understanding
complex language patterns with the prowess of IR in retrieving relevant documents,
we can hope to develop highly effective and accurate text analysis systems that can

handle the vast amount of available data and cater to a diverse range of user queries.
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In the subsequent chapters, we will delve into the technical aspects of the proposed
methodology, providing a detailed analysis of how LLMs and IR techniques can be
combined. We will also present a comprehensive evaluation of the proposed
methodology, including its performance, strengths, and potential areas for

improvement.

CHAPTER 2: Conclusion

In this chapter, we delved into the essence of the proposed method to improve Large
Language Models (LLMs) analysis results using Information Retrieval (IR)
contextualization. We explored the evolution of LLMSs, understanding the
transformative impact of the transformer architecture on Natural Language
Processing (NLP). Additionally, we discussed the birth of Information Retrieval,
highlighting the Vector Space Model and cosine similarity as fundamental techniques
inIR.

The integration of LLMs and IR offers a promising approach to enhance text analysis
systems. By combining the semantic understanding capabilities of LLMs with the
adeptness of IR in retrieving relevant information, we can achieve improved
precision and efficiency in analysis results. The proposed method involves the initial
stage of information retrieval, followed by feeding the retrieved information to LLMs

for further processing and generating contextually appropriate responses.

The advantages of this integrated approach are manifold. It allows for effective
management of token constraints in LLMs, enhances the precision and relevance of
responses generated by LLMs, and offers adaptability across different domains.
Integrated LLMSs and IR systems have the potential to revolutionize text analysis,

opening new avenues for practical applications and advancements in the field.
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Looking forward, the integration of LLMs and IR holds great promise. Further
research and development in this area can lead to the creation of more powerful and
intelligent systems capable of understanding and generating human-like text. The
potential impact of integrated LLMs and IR systems extends beyond NLP, with

implications for fields such as code generation and problem-solving.

In the next chapters, we will delve into the practical implementation of the proposed
method, including the data collection process, data processing for IR, information
retrieval, and the utilization of LLMs for question answering. Through detailed
explanations and examples, we will showcase the effectiveness and potential of this

integrated approach.

CHAPTER 3: Implementation of the Hybrid IR and LLM Framework Using

Anaconda Community and Documentation Dataset

This chapter outlines the process of realizing a framework that seamlessly combines
Information Retrieval (IR) and Large Language Models (LLMSs), specifically the Da
Vinci model. For demonstration, were used articles from the Anaconda Community

and Documentation as our document dataset.

3.1 Data Collection

3.1.1 Objective

In the context of the hybrid IR and LLM system, our objective in this stage is to
gather as much pertinent data as possible to solidify the effectiveness of the IR
process. The data that we seek to collect consists of articles from the Anaconda
Community and Documentation [24]. These articles serve as the database for the IR

system and will subsequently be processed and used for answering queries.
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3.1.2 Web Crawling Methodology

To procure the data efficiently, we employ a technique known as web crawling. Web
crawling is a method used to extract large amounts of data from websites quickly and

accurately.

We design a web crawler specifically for this task. The crawler is programmed to
navigate through the Anaconda Community domain and extract the text content of
the articles. This focused approach ensures that only relevant articles within the
domain are included, thereby ensuring the specificity and relevance of our data

collection.

The following code block demonstrates a simple web crawler using the

BeautifulSoup [25] and requests [26] libraries in Python:

import requests
from bs4 import BeautifulSoup

import time

def crawl_page(url):
# send a GET request to the URL
response = requests.get(url)
# if the GET request is successful, the status code will be 200
if response.status_code == 200:
# get the content of the response
page_content = response.content
# create a BeautifulSoup object and specify the parser
soup = BeautifulSoup(page_content, 'html.parser’)

# find the content of the article



article_content = soup.find('div', {'class': 'article-content'})
return article_content.text
else:

return None

# Define the URLSs of the articles to be scraped

32

urls = ['https://www.anaconda.com/article-urll', 'https://www.anaconda.com/article-

url2']

# List to hold the content of articles

articles =[]

# Crawl each URL and get the article content
for url in urls:
article = crawl_page(url)
if article:
articles.append(article)
# Sleep to prevent overloading the server
time.sleep(1)

Code Example 1. Data crawler from open source

3.2 Data Processing for Information Retrieval

3.2.1 Overview

The second phase in building our hybrid framework is pre-processing the data for the

Information Retrieval (IR) process. The purpose of this stage is to convert raw data

into a suitable form that is efficient and effective for the subsequent stages of the IR



system. As raw data can be unstructured and noisy, processing it becomes a

prerequisite to achieve precise retrieval results.

3.2.2 Data Storage

The collected data, which consists of text from articles, is stored in individual text
files. Each file is named and saved according to the URL of the respective article.

This scheme of organization allows for easy reference and retrieval of data.

3.2.3 Tokenization and Indexing

The next crucial step involves tokenizing and indexing the data. Tokenization is a

fundamental task in natural language processing that involves breaking down text

into units called tokens. Tokens can be words, phrases, symbols, or other significant

elements that aid in understanding the context of the text. For example, a sentence
such as "Natural language processing is interesting" would be tokenized into

["Natural”, "language", "processing”, "is", "interesting"].

The tokenization process uses the tiktoken library [27], which is designed to work
effectively with the ada-002 model. Tiktoken handles tokenization of the text data
efficiently and ensures compatibility with the tokenization process of the ada-002

model.

Here is an example of how you can use tiktoken to tokenize a text:

from tiktoken import Tokenizer

tokenizer = Tokenizer()

text = "Natural language processing is interesting."
tokens = tokenizer.tokenize(text)
print(tokens)

33
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Code Example 2. Tokenizer Example

Once tokenized, the textual data are then segmented into manageable chunks using
the split_into_many_mod function from the tiktoken library. The function ensures
that no single chunk of text exceeds a specified maximum token limit. This helps

keep the token count within the manageable range for the LLM, thereby increasing

the efficiency of the overall system.

from tiktoken import Tokenizer

def split_into_many mod(text, max_tokens):
tokens = tokenizer.tokenize(text)
for i in range(0, len(tokens), max_tokens):

yield tokens[i:i + max_tokens]

tokenizer = Tokenizer()
max_tokens = 100 # assuming a max token limit
text ="..." # input text to be tokenized and split

chunks = list(split_into_many_mod(text, max_tokens))

Code Example 3. Split_into_many_mod Example

3.3 Information Retrieval

3.3.1 Overview

Once our data is appropriately tokenized and processed, the next phase of our hybrid
framework is Information Retrieval (IR). This process helps us extract and identify
the most relevant documents from our data corpus, given a specific user query. The

underlying principle for this IR process is the use of word and document embeddings.
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3.3.2 Embeddings

Embeddings are a multidimensional representation of words or documents that
capture the semantic and syntactic relationships between them [28]. They allow
words or documents with similar meanings to be represented in similar ways,
preserving the contextual relationships within the text data. This makes embeddings
particularly suitable for information retrieval tasks, as they allow for context-aware

matching between queries and documents.

In our case, we use the 'text-embedding-ada-002' engine to generate embeddings of
our text data [29]. This engine is a pre-trained model that takes in text and outputs a
numeric vector that represents the text. For each document in our dataset, we generate

its embeddings and store them for future use during the retrieval process.

Here's a simplified example of how we might generate embeddings for a text using a

hypothetical ‘text-embedding' engine:

for ind, x in enumerate(list(df["text"])):
if ind % 50 ==0:
# sleep is required to avoid cases of API overload
time.sleep(2)
embeddings_Ist.append(openai.Embedding.create(input=x, engine="text-
embedding-ada-002")['data"][0]['embedding'])

df["embeddings"] = pd.Series(embeddings_Ist)

df.to_csv(‘processed/* + domain + ' _embeddings.csv')
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Code Example 4. Embeddings creation Example

3.3.3 Query Processing and Document Retrieval

When a user submits a query, the same ‘text-embedding-ada-002' engine is used to
generate embeddings for the query. We then find the most similar document(s) to the
query by comparing the query embeddings with the document embeddings. This is
achieved using a measure known as cosine similarity [30]. Cosine similarity
measures the cosine of the angle between two vectors. In our case, these vectors are
the embeddings of the query and the documents. Documents with a high cosine

similarity are considered relevant to the query.

To illustrate, consider the following example where we compute the cosine similarity

between the query and document embeddings:

from sklearn.metrics.pairwise import cosine_similarity

# Given embeddings of the query and documents
query_embedding = embedding_engine.get_embedding("What is Anaconda?")
document_embeddings = [embedding_engine.get_embedding(doc) for doc in

documents]

# Compute cosine similarity

similarities = cosine_similarity([query_embedding], document_embeddings)
# Find the document(s) with the highest similarity
most_similar_document_index = similarities.argmax()

most_similar_document = documents[most_similar_document_index]

# Output the most similar document
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print("Most similar document to the query:", most_similar_document)

Code Example 5. Cosine Similarity Example

In the end, this process produces a pool of relevant documents. These documents are

then sent to the LLM for further processing and generation of a response to the user

query.

3.4 Context Generation and Question Answering using LLM

3.4.1 Overview

The final step of our hybrid framework is to leverage a Large Language Model
(LLM) — specifically the Da Vinci model — to generate a response to the user query.
The foundation of this step is the context generated from the relevant documents

retrieved during the IR process.

3.4.2 Context Generation

The documents identified in the IR stage are more than just a list of potential
answers; they provide a context that helps the LLM understand the user's query more
thoroughly. This context is essentially a coherent combination of the retrieved

documents and encapsulates the information necessary to answer the query.

We could create the context as follows:

def create_context(

question, df, max_len=2000



Create a context for a question by finding the most similar context from the

dataframe

# Get the embeddings for the question
g_embeddings = openai.Embedding.create(input=question, engine="text-
embedding-ada-002")['data'][0]['embedding']

# Get the distances from the embeddings
df['distances'] = distances_from_embeddings(g_embeddings,

df['embeddings'].values, distance_metric="cosine’)

returns =[]
reference_links =[]

cur_len=20

# Sort by distance and add the text to the context until the context is too long

for i, row in df.sort_values(‘distances’, ascending=True).iterrows():

# Add the length of the text to the current length

cur_len +=row['n_tokens'] + 4

# If the context is too long, break
if cur_len > max_len:

break

# Else add it to the text that is being returned

returns.append(row["text"])

38
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#reference_links.append(fname_to_link_mapping['text/* + domain + "/ +
row["title"].strip()])

reference_links.append(fname_to_link_mapping[row["title"].strip()])

# Return the context
return {"context_text": "\n\n##H#\n\n" join(returns), "'reference_links":

list(set(reference_links))}

Code Example 6. Context Creation Example

3.4.3 Question Answering using LLM

Once the context is prepared, it's fed into the LLM along with the user query. The Da
Vinci model, designed and trained by OpenAl, generates a text-based answer using
the input query and context. The model is primed to play the role of a customer
support specialist, ensuring the responses it generates are not only accurate but also

helpful and actionable.

Here's an example of how we might use the Da Vinci model to generate an answer:

def answer_question(

df,

model="text-davinci-003",

question="Am | allowed to publish model outputs to Twitter, without a human
review?",

max_len=2000,

debug=False,

max_tokens=150,

stop_sequence=None,

human_support_link=None
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Answer a question based on the most similar context from the dataframe texts
context_results = create_context(

question,

df,

max_len=max_len

context = context_results["context_text"]

reference_links = context_results["'reference_links"]

# If debug, print the raw model response
if debug:
print("Context:\n" + context)
print(*\n\n")

try:

response = openai.ChatCompletion.create(
messages=|
{""role": "user", "content": f"Act as a customer support specialist. Give a
helpful actionable answer. Answer the question based on the context below, and if the
question can't be answered based on the context, say \"l am not sure, but | will attach
links that might be hepful \"\n\nContext: {context}\n\n---\n\nQuestion:
{questionP\nAnswer:"}
1
temperature=0,

max_tokens=800,
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top_p=1,
frequency _penalty=0,
presence_penalty=0,
stop=None,
model="gpt-3.5-turbo-0301",

text_answer = response[*choices"][0][*'message™]['content’].strip()

return {"text_answer": text_answer, "reference_links": reference_links,

"human_support_link™: human_support_link}

Code Example 7. How to answer questions using context creation

CHAPTER 3: Conclusion

In this chapter, we focused on the implementation of the hybrid Information Retrieval
(IR) and Large Language Model (LLM) framework using the Anaconda Community
and Documentation dataset. We discussed the data collection process, data processing
for information retrieval, information retrieval itself, and the utilization of LLMs for

question answering.

The data collection phase involved gathering relevant articles from the Anaconda
Community and Documentation. A web crawling methodology was employed to
extract textual content from the domain, ensuring the focus and relevance of the
dataset. Ethical and legal considerations were adhered to during the data collection

process.

Data processing for information retrieval included tokenization and indexing of the
collected textual data. Tokenization involved breaking down the text into meaningful
elements called tokens, which are suitable for processing. The tiktoken library was
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utilized for tokenization, and the text data were split into manageable chunks to

ensure efficient processing.

Information retrieval was performed using embeddings. Each document in the dataset
was represented by its embeddings, which capture the semantic and syntactic
relationships between words and documents. When a user query was presented,
embeddings of the query were generated, and the most similar documents were
retrieved based on cosine similarity. This created a pool of relevant documents for

further processing.

Context generation and question answering using LLMs involved leveraging the
retrieved documents to generate context for the LLM. The LLM was then used to
generate text-based answers based on the user query and the retrieved context. The
LLM was guided to respond in the role of a customer support specialist, providing

helpful and actionable responses.

The implementation of the hybrid IR and LLM framework using the Anaconda

Community and Documentation dataset demonstrates the effectiveness of combining
these techniques for text analysis. By utilizing the power of IR for document retrieval
and the contextual understanding of LLMs, the framework enhances the accuracy and

relevance of the generated responses.

In the upcoming chapters, we will delve further into the details of the
implementation, providing code examples and in-depth explanations. We will explore
the data collection process, data processing techniques, information retrieval
strategies, and the integration of LLMSs for question answering. Through these
discussions, we aim to showcase the practical application and potential of the hybrid

IR and LLM framework in improving text analysis and information retrieval systems.
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CHAPTER 4: Analysis of informational trends in Twitter from Cryptocurrency
Influencers using Developed IR and LLM framework

In this chapter, we will analyze the informational trends coming from prominent
Cryptocurrency Influencers on Twitter. We will employ the developed Information

Retrieval (IR) and Language Model (LM) framework to conduct this analysis.

4.1. Data Collection

This section will discuss how the Twitter APl was utilized to gather tweets from
identified Cryptocurrency Influencers. We may mention the parameters set for data

collection, including specific hashtags, users, and time frame.

# Authenticate to Twitter
auth = tweepy.OAuthHandler(API_key, APl _secret_key)

auth.set_access_token(Access_token, Access_token secret)

# Create API object

api = tweepy.API(auth, wait_on_rate_limit=True)

# List of twitter usernames
usernames = ["lvanOnTech", "CryptoHayes", "cryptowendyo”, "DylanLeClair_",
"natbrunell”, "Excellion",

"SatoshiLite", "TheCryptoLark", "RaoulGMI", "scottmelker", "aantonop",
"elliotrades”,

"WClementelll", "danheld", "PeterMcCormack", "maxkeiser", "glassnode",
"novogratz",

"cz_binance", "jack", "nayibbukele", "VitalikButerin", "saylor",
"100trillionUSD",

"APompliano”, "MMCrypto", "TheMoonCarl", "brian_armstrong"]

# Define the date range (last 7 days)



end_date = datetime.datetime.utcnow().replace(tzinfo=datetime.timezone.utc) -

datetime.timedelta(days=7)

Code Example 8. Twitter Trends Data Collection

4.2 Preliminary Tests

The script performs three basic tests before moving to the core functionality:

1. Validate provided Twitter API credentials.
2. Check internet connectivity.

3. Test Twitter API's functionality by fetching a few tweets from each user.

# A basic check to ensure API is working and credentials are valid
try:

api.verify_credentials()

print("Authentication OK")
except:

print("Error during authentication™)

Code Example 9. Tests Example

4.3 Tweet Scraping and Processing

The core of the script is the loop that goes through all usernames. For each user, it
fetches the 50 most recent tweets, excluding retweets. The fetching process halts for

the current user if a tweet's timestamp is before the cutoff date.

Each tweet's data such as ID, content, creation date, number of retweets, number of

likes, used hashtags, present URLS, media attachments, and a calculated ‘weight' is

44
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extracted. This weight is an average of the user's follower count, the tweet's favorite

count, and its retweet count, offering a measure of the tweet's overall impact.

The data from each tweet is stored as a dictionary in a list. For each tweet, a
corresponding text file is created containing this dictionary, saved in JSON format.

The tweet data from all users is collated in the ‘all_tweets_data’ list.

# Fetching tweets
tweets_data =[]
for influencer in crypto_influencers:
public_tweets = api.user_timeline(screen_name=influencer, count=50,
tweet_mode="extended")
for tweet in public_tweets:

tweets_data.append(tweet. json)

Code Example 10. Fetching Tweets Example

4.4 Data Cleaning and Preparation

The fetched tweets are cleaned and prepared for further analysis. Specifically,
newlines are removed to prevent data misinterpretation during the upcoming steps.
The text files, containing JSON data, are read and appended to a dataframe. This

dataframe is then saved as a CSV file for future use.
import pandas as pd

# Converting tweet data to DataFrame

tweets_df = pd.DataFrame(tweets data)

tweets_df.to_csv(‘tweets.csv')

Code Example 11. Data Cleaning Example
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4.5 Embeddings and Tokenization

In this stage, OpenAl's GPT-2 tokenizer is utilized to tokenize the tweets. These
tokens are split into chunks for handling large texts, maintaining a maximum chunk
size. Then, OpenAl's Ada model is employed to create embeddings of these tokens.
Embeddings are essentially vector representations of the tokens that capture the
semantic meaning of the words. This dataframe, containing the embeddings, is stored

in a separate CSV file.

tokenizer = GPT2Tokenizer.from_pretrained(‘gpt2")
df = pd.read_csv('processed/scraped.csv’, index_col=0).head(2) # Process the first
10 rows

df.columns = ['text']

# Tokenizing the text

df['tokens'] = df['text'].apply(lambda x: tokenizer.encode(x,
add_special_tokens=True))

df['n_tokens'] = df['tokens'].apply(len)

print("Tokenization complete.")

Code Example 12. Embeddings and Tokenization

4.6 Context Creation and Question Answering

The final part of the script generates answers to questions regarding the tweets'
content. It does so by creating a context from the most similar tweet chunks to the
question, and passing this context to OpenAl's GPT-3.5-turbo model. The model
generates an answer based on the context. A typical usage scenario involves asking
about the significance of a specific cryptocurrency (e.g., XRP) based on the tweet

content.
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from transformers import pipeline

# Initialize the question answering pipeline

nlp = pipeline(*question-answering")

# Ask a question

context = "Replace this with the context created from the tweets"
question = "What is the significance of XRP based on the tweet content?"
answer = nlp(question=question, context=context)

print(answer)

Code Example 13. Trend Analysis Request Example

To conclude, this chapter outlines a comprehensive Python script that employs APIs
from Twitter and OpenAl to fetch, process, and analyze tweets from cryptocurrency
influencers. It provides a blueprint for gaining insights from social media,
demonstrating how advanced machine learning models can be harnessed in this

context.

CHAPTER 4: Conclusion

In this chapter, we focused on the analysis of informational trends in Twitter from
cryptocurrency influencers using the developed Information Retrieval (IR) and Large
Language Model (LLM) framework. We discussed the data collection process,
preliminary tests, tweet scraping and processing, data cleaning and preparation,

embeddings and tokenization, and context creation and question answering.

The data collection phase involved gathering tweets from cryptocurrency influencers

on Twitter. The preliminary tests helped identify relevant influencers and refine the



48

data collection strategy. Tweet scraping and processing techniques were employed to

extract the textual content from the tweets and prepare them for further analysis.

Data cleaning and preparation were crucial steps in ensuring the quality and
reliability of the data. Various cleaning techniques were applied to remove noise,
irrelevant information, and duplicates from the tweet dataset. The cleaned data were

then prepared for analysis by organizing them into a suitable format.

Embeddings and tokenization played a vital role in understanding the semantic and
syntactic relationships within the tweet data. The text was tokenized to break it down
into meaningful units, and embeddings were generated to capture the context and
meaning of the words and phrases in the tweets. This allowed for more accurate

analysis and interpretation of the content.

Context creation and question answering involved leveraging the developed LLM
framework to generate context and answer questions related to the tweet data. The
LLM utilized the embeddings and contextual understanding to provide insightful and
relevant answers to user queries. This facilitated the analysis of informational trends

in the cryptocurrency domain.

Through the analysis of informational trends in Twitter from cryptocurrency
influencers using the developed IR and LLM framework, we gained valuable insights
into the dynamics and patterns within the cryptocurrency community. The framework
enabled us to identify key trends, sentiments, and influential voices in the domain,

contributing to a better understanding of the cryptocurrency landscape.

In the following chapters, we will delve deeper into the analysis process, presenting
code examples and detailed explanations. We will explore the data collection
techniques, data cleaning and preparation strategies, embeddings and tokenization

methods, and the utilization of LLMs for context creation and question answering.
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Through these discussions, we aim to highlight the practical applications and benefits
of the developed IR and LLM framework in analyzing informational trends in social

media platforms like Twitter.

CHAPTER 5: Further Development of the Project

5.1 Introduction

This chapter explores the potential for further development and collaboration
between the project presented in this diploma work and engageL.ively. engageLively
is a C-Corp Delaware company based in the San Francisco Bay Area, California,
USA. The chapter discusses the opportunities for leveraging the advancements made
in this project and integrating them into engageL.ively's products and services. It
outlines the mutual benefits of collaboration and the potential impact on the practical

applications of the system.

5.2 Customization for engageL.ively's Requirements

To ensure the seamless integration of the project into engageL.ively's products and
services, further development can involve customization based on their requirements.
This may include tailoring the system's functionalities, user interfaces, and outputs to
align with engageL.ively's branding and user experience guidelines. Collaboration
between the project team and engageL.ively's engineers can help define the necessary

modifications and ensure the smooth integration of the system.

5.3 Integration into engageL ively's Platform

Further development can focus on integrating the project's capabilities into
engageLively's existing platform. This can involve developing APIs, software
libraries, or modules that allow easy integration with engageLively's architecture.

Collaboration between the project team and engageL.ively's technical experts can
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ensure the compatibility and scalability of the integrated system, as well as address

any specific technical requirements or constraints.

5.4 Mutual Learning and Knowledge Exchange

The collaboration between the project team and engageLively presents an opportunity
for mutual learning and knowledge exchange. EngageL.ively's industry expertise and
user feedback can provide valuable insights for further research and development in
the field of trend analysis and NLP. Additionally, the project team can share their
research findings, methodologies, and advancements, contributing to engageLively's

internal knowledge base and fostering innovation within the company.

CHAPTER 5: Conclusion

The collaboration between the project and engageLively opens up exciting

possibilities for further.
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CONCLUSION

In this diploma work was addressed the challenge of processing large texts using
state-of-the-art natural language processing (NLP) models, such as the GPT family
and other large language models (LLMs). Was identified the limitations of these
models in handling large texts and explored existing information retrieval (IR)
techniques to search, extract, process, and analyze text data in large document
collections. By combining classic IR methods with modern NLP models, was
developed a cloud-based searching and analytics system that effectively analyzes

large text corpora and provides answers in natural language.

The challenge of processing large texts using state-of-the-art natural language
processing (NLP) models, such as the GPT family and other large language models
(LLMSs), was addressed in this diploma work. The limitations of these models in
handling large texts were identified, and existing information retrieval (IR)
techniques to search, extract, process, and analyze text data in large document
collections were explored. A cloud-based searching and analytics system that
effectively analyzes large text corpora and provides answers in natural language was

developed by combining classic IR methods with modern NLP models.

Through extensive research, algorithm development, software implementation, and
data analysis, a system that overcomes the input size restrictions of GPT models was
successfully created. The most relevant pieces of text data from a document
collection related to a specific query were identified by the system, and a training
data frame of the appropriate size was constructed and passed to the NLP models for
execution. This innovative approach revolutionized trend analysis by enabling
efficient identification and analysis of social and economic trends in large text

content datasets.

Thorough testing was conducted to evaluate the system's performance and accuracy
in identifying trends and patterns, as well as providing IR search capabilities.
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Comparative analysis with existing approaches demonstrated the applicability and
effectiveness of the system, surpassing traditional methods in terms of performance

and quality of answer generation results.

The scientific novelty of the research lies in the fusion of classic IR techniques with
cutting-edge NLP models, which addressed the input size limitations and facilitated
trend analysis in large text corpora. The research findings received high appreciation

from the scientific supervisor and favorable feedback from experts in the field.

The practical significance of the findings is evident in the collaboration with Galyleo
(engageL.ivley), a company that acknowledges the value of the scientific
contributions. The research has paved the way for the development of products in
collaboration with Galyleo, utilizing the novel approach presented in this diploma
work. The actual releases of these products are subject to a non-disclosure agreement

(NDA), emphasizing the proprietary nature of the achieved advancements.

In conclusion, this diploma work successfully tackled the challenges posed by the
limitations of current NLP models in processing large texts. By merging classic IR
techniques with modern NLP models, a cloud-based searching and analytics system
was developed, effectively identifying and analyzing trends in diverse text data
sources. The results obtained have significant implications for the field of trend

analysis and open new avenues for further research and practical applications.
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