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[locT aHOBKA 3amaul

o [locnigntn Ta npoaHanidysaTt NnapamMmeTpu KoOHMirypauii
PostgreSQL cepsepa

 BnsHaunT ontumMmanbHi 3Ha4eHHA NnapamMeTpiB
KOHQoirypaduil ansa ontumisauil PostgreSQL cepsepa

o [locnigntn Ta npoaHanidysaTtu crocodbu ontmumisadil
3anuTiB Ao 6a3u gaHux PostgreSQL




TeXHOJOTrIYHUU CT €K

» POSTGRESQL-PROJECT
> inits
? seed

v stats

 Docker (postgres 306pakeHHs) >

» db_configs.py

@ parallel_connections.py

e Snaplet (6i0mioTeka g aBTOMAaTHYHOI reHepamil seed = susewiciions

% stats_index_only_scans.py

@ stats_index.py

I[ a HI/IX) » stats_max_parallel_workers.py

@ stats_shared_buffers.py

e typescript (zas podotu 31 Snaplet) S

@ utils.py

e NPM (MeHEeI)KMEHT CKPHITIB Ta iHCTAadOBaHHS Snaplet) .o

.gitignore

o0 {} .prettierrc
python (tecTyBaHHS cepBEPY Ta MATIOBAHHS TPad IKIB) . foioroeesm
{} package-lock.json
{} package.json
' pnpm-lock.yaml

postgres5433.session.sql

'S seed.config.ts

> seed.mts



[Inan poOOT M

1.0nTumMBanmis cepBepy
e WOrk_mem
e shared buffers

« max_parallel workers per _gather

1.0nTuM13a1fisa 3aIuUTIB

e gBH1TA HesIBH1I JOIN

e Index

e Index only scans




OnT nmisauis cepsepa

work mem

e Da3oBUN MaKcUMarnbHUN ODCAr NaM'aTi, AKUW

BMKOPUCTOBYETbLCA ONepaL,ieto COPTYBAHHAM B 3aruTi

e 3Ha4YeHHA 3a 3aMOBYYBaHHAM - 4Mb
° Ba)XJIMBO BpaXOBYBaTH MapaMeTp max connections Aias
OLIIHKA MO>KJIHMBOTO MaKCUMaJIbHOTO 00CSTy 3aMHATO1 aM STl

®* PCKOMCHAYETHCA CTAHOBIIOBATH 3HAYC HHA .

(25 % *RAM) / max_connections




SELECT * FROM rooms ORDER BY price ASC, rows num=100000

Default work_mem (4MB)
work_mem = 10MB
work_mem = 30MB
work_mem = 60MB
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e 3Ha4yeHHs work_mem 3a 3amoBYyyBaHHAM Y 4 Mb € HegocTaTHIM Ans edbekTUBHOT 0DPOOKK
BENMMKMX HAOOPIB AaHUX Ta BUCOKOro piBHA napaneniamy.

o 3i 30iNbLWEHHAM Mig’egHaHb PO3MIP BUKOPUCTOBYBaHOI NaM'ATi 30iNbLYETHCS

e 36inbweHHsa work _mem go 10Mb, 30MbB i ocobnneo 60Mb npn3BognTb A0 3MEHLLEHHS Yacy

BMKOHAHHSA, WO CBiAYNTb NMPO KpaLlly NpoayKTUBHICTb.



OnT nmisauis cepBepa

shared Dbuffers

* BM3HA4aE€, CKiNbKK nam'aTi Buaingetbca PostgreSQL ans

KellyBaHHA OaHUX

—~

e 3Ha4YeHHA 3a 3aMOBYYBaHHAM - 128 Mb

e 30epirae AMUUIbHUKY BUKOPUCTAHHS HAaNOUIBII
BUKOPHCTOBYBAaHUX JaHUX
e B3aemonic 3 kernrem OC

* PCKOMCHIAYETHCA CTAHOBJ/IIOBATH 3HAYC HHA .

25 % *RAM




Yac BUKOHAHHA 3a0UTY Kuib kKiIcTh BUKOpPHUCTAaHHUX Oy( €p1B

SELECT * FROM rooms, rows_num=1000000 Used Buffers Number

o Default shared_buffer (128MB) —— shared_buffers *= 4
o shared_buffers *= 2 —— shared_buffers *= 2
shared_buffers *= 4 o —— Default shared_buffer (128MB)
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e 36inbweHHa shared buffers Big 128 M6 go 256 Mb i 512 MB ckopo4dyeTbcst Yac BUKOHAHHA ana SELECT *
3anuTa, OCKiNbKM AOCTYynHO binblue dydepis, WO BKa3ye Ha Te, WO NigBuLLEHa EMHICTbL Dydepa ao3Bonsie
Binbl edpEKTUBHO KewlyBaTu Ta 3MeEHLUYBaTN BUBEAEHHS 3 ANCKa.

o 3i 30iNbLUEHHAM KiNIbKOCTI pSAKiB, LLO NoBepTae 3anuT, 30iNbLUYETLCS KiNbKICTb BUKOPUCTaHUX OydoepiB

e HanawTtyBaHHA 3a 3aMOBYYBaHHAM (CUHIN) AOCArae CBOEI MeXi paHille NopiBHAHO 3 DinbLUMMK

HanawTyBaHHAMN Bydoepa (3efieHni | HEPBOHUN).



OnT mnmisauisa cepBepa

max_parallel workers per gather

e BCTAHOBIOE MaKCUManbHY KiNbKICTb napaneribHnxX pobo4vmnx
npoueciB, AKI MOXXe BMKOPUCTOBYBATW OOUH 3anuT 3
BuKkopuctaHHam By3na Gather” abo Gather Merge

e 3HAYEeHHHA 32 3aMOBYYBAHHAM - 2

* 30UIBIICHHS NapaMeTpPy 30UIbIIY€E CIOKUBAHHSI PECYPCIB,

TOMY HOTIO CJI1J HaJaIllTOBYBATH 3 00€PEIKHICTIO




SELECT h.id, h.name, r.price, COUNT(*) AS count
FROM rooms r JOIN hotels h ON r.hotel id = h.id
WHERE r.price BETWEEN 200 AND 500 GROUP BY h.id, r.price

SELECT COUNT(*) FROM rooms rice, COUNT(*) AS count FROM rooms r JOIN hotels h ON r.hotel_id = h.id WHERE r.price BETWEEN 200 A

—e— max_parallel workers _per _gather =0
—e— Default (max_parallel_ workers_per_gather = 2)
—e— max_parallel_workers_per_gather = 4

—e— max_parallel_ workers_per gather =0
—e— Default (max_parallel_workers_per_gather = 2)
—e— max_parallel_ workers_per_gather = 4
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e HanawTyBaHHA 3a 3amoB4yyBaHHAM maXx_parallel workers per _gather = 2 noka3ye HalikpaIi TOKa3HUKA IS
BCIX 3aIIMTIB

e 30UIbIIICEHHS KUIBKOCTI IIapajieIbHUX POOITHUKIB 70 4 BBOJUTh JOJaTKOB1 HaAKIaJHI BUTPATH, IO MOXKE
IPU3BECTHU 10 OUIBII MOBUIbHUX BUKOHAHHb MOPIBHAHO 3 HaJlalITYBAaHHSIMHU 332 3aMOBYYBaHHAM

 BukopucTaHHS MapajelbHUX MPaIIBHUKIB, SK MIPaBUIO, MOKPAIIY€E IPOJAYKTUBHICTh, OCOOIHMBO IJs OUIbIINX
HaOOpIB JaHMUX Ta OUILII CKIadHMUX 3aIHUTIB



OnT nmi3auiqa 3anuvT IB

SgBHIT a HesaBH1 JOIN

HesBuuu JOIN Asunu JOIN
SELECT * SELECT *
FROMrooms r, bookings b, users FROM (users u LEFT JOIN
u, profiles p (bookings b LEFT JOIN rooms r on
WHERE u.id = b.user_id b.room _id =r.id) ON b.user_id = u.id)
AND r.id = b.room__ic LEFT JOIN profiles p ON p.user_id =

AND p.user_id = u.id; u.id;



OnT nmi3auiqa 3anuvT IB

SgBHIT a HesaBH1 JOIN

Hesasraum JOIN Aaun JOIN

| BUKOHaHHA: rooms->bookings->users->profiles
profiles->bookings->rooms->users Execution Time: 14.954 ms
Execution Time: 14.029 ms Planning Time: 0.714 ms

Planning Time: 3.624 msS

Il BUKOHAHHA:
rooms->bookings->users->profiles
Execution Time: 17.035 ms
Planning Time: 4.157 ms




OnT nmi3auiqa 3anuvT IB

[Hnexkcu

Execution Time (ms)

SELECT * FROM rooms WHERE hotel id=<some-id>

—&— Without index

1 —e&— With index btree

& With index hash
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 be3 iHOoeKkciB Yac BUKOHAHHSA 3HAYHO
30inbLUYyeTbCA 3i 30iNbLUEHHAM
KINbKOCTI pSAKIB, 4EMOHCTPYHO4N
KPYTY TEHOEHLUII0 OO0 3POCTaHH4A

e 3 iHOEeKcamMn Yyac BMKOHaHHSA
3annwaeTbCca HE3MIHHO HU3LKUM |
MaumxXe pIBHUM Y BCIX pgaakax, LWo
OEMOHCTPYE IXHIO ePEKTUBHICTb



OnT nmi3auiqa 3anuvT IB

[Hgexcu T a omepan

3 1 TOTaTKOBUM IHOAEKCOM

INSERT INTO rooms(...) VALUES(...)

11 3aIUCY

34 TOMTAaTKOBUMU IHIEKCAMHU

INSERT INTO rooms(...) VALUES(...)

—8— Without index
0.10 4 —&— With index btree
&— With index hash

0.08 -

0.06 -

Execution Time (ms)

0.04 1

0.02 4

0.200 4

0.175 1

o
=
L
o

0.125 A

0.100 -

Execution Time (ms)

o
=]
-
w

0.050 1

0.025 A

—8— Without index
—&— With index btree
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* Bernuka KinbKicTb iHOEKCIB 3HA4YHO 30inbLUYyE Yac onepauil BCTaBKU
* [HOoekcn Tuny Hash 3anmatoTb OinbLIe Yacy nig Yyac onepauil BCTaBkK, HiX B-Tree
e [IepeBaru nokpaiie HO1 MPOJYKTUBHOCTI 3aIIUTIB 3 IHJAEKCAaMU IIOBUHHI OyTH 30aj1aHCOBaHI 3 HIABUIIE HOIO

BapTICTIO OOCTYTOBYBaHHS IIMX IHIEKCIB M1 4ac OIepallii BcTaBKU. [{eld koMIpoMIC Ma€ BHUpIIadbHE

3HAYCHHS JJIsI ONTUMI3allli 3aradbHOI IPOJAYKTUBHOCT1 0a31 Ja HUX.

100000




OnT nmi3auiqa 3anuvT IB

Index only scans

CKaHyBaHHA 3a 1HJIEKCOM:

SELECT *FROM rooms WHERE id = ...

Index Lookup Heap Lookup

CkaHyBaHHSA JHIIE 32 IHIECKCOM:

SELECT id FROM rooms WHERE id = ...

Index Lookup



OnT nmi3auiqa 3anuvT IB

Index only scans

SELECT ... FROM rooms WHERE id = %s

—e— Index scan (*)
0.07 4 —e— Index only scan (id)

o CKaHyBaHHSA NuLle 3a iIHOeKCOoM fae
3Ha4yHI nepeBarv B NPOAYKTUBHOCTI, KON
3annT MOXHa 3a0BOSTbHUTY NOBHICTIO 3
IHOEKCY, K BUOHO 3i cTabinbHOro Ta
HMU3bKOro Yacy BMKOHaHHS.

e |HOEKCHe cKkaHyBaHHSA, AKe BMMarae
OTPUMAaHHSA BCIX CTOBMLUIB, HECe

0.0 - 0o4aTKoBI BUTpATK Yyepes gocTyn o

/\ Kynu, Wo nNpm3BoanTb A0 BiNbLOro i

Rl B N — — - GinbLl BapiaTMBHOIO Yacy BMKOHaHHS.

T T T T T
0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
Number of Rows in Table 1e6

0.06 -
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0.04 -

Execution Time (ms)

0.03 -




BucHOBKHU

36inbLleHHsA “shared buffers’ Ta 'work_mem’ 3Ha4yHO MigBULLYE NPOAYKTUBHICTb 3a PaxyHOK
3MEHIIECHHS JTUCKOBOTO BUBOAY Ta MOKpallle HHS ONepalllii COpTyYBaHHS BUINOBIIHO. 30UIbIIE HHA
‘'max_parallel workers per gather nns mapanaelbHOI OOPOOKH MOXKE IMOKpAIlMTH BUKOHAHHS J1YyXKe
CKJIaJHUX 3aIIUTIB, OJJHAK BUTPATH Ha IMATPUMKY BUCOKOI mMapaiaeabHOCTI MOXYTh 3HUKYBaTHU
NPOJIYKTUBHICTh. 3HAYEC HHS 34 3aMOBYYBAHHAM 4YaCTO €( €KTUMBHO OaJiaHCY€ MPOJYKTUBHICTH 1
BUKOPHUCTAaHHS PECYpPCIB.

BukopucTaHHA HAEKCIB 3HAYHO 3MEHIIYE YaC BUKOHAHHA 3anuTIB. OQHaK BBEACHHS J1€ KUIbKOX
IHAEKCIB MOYK€ CIIOBUIBHUTH OII€pallii 3a1MCy, TOMY Ba>KJIMBO 30a1aHCYBATH NPOJYKTUBHICTh YMTAHHS 1
3annucy. BUkopucTaHHS CKaHYBAaHHS TUIBKU 3a HAECKCOM 1sBHUX 00'etHaHb JOIN Moxe mie Oulbie
MIIABUINUTH €( € KTHBHICTh 3aIHUTIB.

3arajioMm, po3yMHE NO€JHAHHS HaJlalITYBaHHS C€pBEpa Ta ONTUMI3Allll 3aIUTIB € KIHYEM 110
NOCSTHE HHS ONTHUMAaJIbHOI IpOoaYyKTUBHOCTI Postgre SQL, rapaHTyroun, 110 CUCTEMA 3MOXKE € (] € KTUBHO
BIIOpATHUCS 313POCTaOUYUMHU BUMOTAMU.



JIakyro 3a yBary!
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